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Interruptible Spectrum:
A Policy Prospectus

M.J. Marcus

There is widespread belief that radio spectrum use in the US is either crowded or
becoming very crowded and that policy changes are needed to accommodate growing
public sector needs as well as increasing commercial demands for spectrum. (In this
paper, the term “public sector” will be used to imply all spectrum use by local, state, and
Federal Government agencies encompassing law enforcement, emergency services,
general government and military use.) Indeed, in many contexts the advocates of
commercial uses and the advocates of public sector use appear to be in conflict in seeking
what they believe to be pieces of a scarce resource. The purpose of this prospectus is to
propose a new concept of “interruptible spectrum” that might ease this conflict between
public sector users and commercial users and let both address their needs with minimal
conflict.

Public Sector Spectrum Use Characteristics

While some public sector spectrum use is similar in usage pattern to much
commercial spectrum use, the hallmark of much public sector use is a combination of
high peak to average traffic ratios as well has high societal value associated with the peak
use. Indeed the societal value may be so high in many cases as to not be quantifiable
using the market approaches used in certain aspects of radio licensing and use in recent
years.

Figures 1 and 2 below illustrate peak and average traffic statistics that are typical
of many types of public sector spectrum use. This data is from measurements of a single
police dispatch channel in a large city in New York State.

" An example of such a high value use is a dispatch message to send a medic to resuscitate an individual
who has stopped breathing.
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Figure 2: Traffic on a police dispatch channel measured on different days

The traffic data above is measured in Erlangs, a telephone traffic term®. The
traffic in Erlangs in this case can be interpreted as the fraction of the time that the channel

* See Ryszard Syski, Introduction to Congestion Theory in Telephone Systems, North Holland, 2" Ed.
1986
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is in use. Thus it can be seen in Figure 2 that on a daily basis, channel loading ranges
from 0.05 to 0.12 Erlangs equivalent to occupancy of 5 to 12%. However, during the
same 4 week period, occupancy reached a peak during the busiest 15 minute period of
about 85% on the last day. However, on most days during this period the peak was 50%
or less. The hour-to-hour data in Figure 1 also shows average usages in the 10% range
with occasional higher peaks. This data is for a dispatch channel which is probably in
more steady use than most law enforcement tactical channels. Thus it seems likely that
other channels probably have lower average usage but have peaks which are just as high.

While this data implies peaks are relatively short in duration, the data in Figure 3
shows that peaks might be rather long in extreme circumstances.
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Figure 3: Calling data for a New York State county government radios during January 8,

1998 Northeast ice storm
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While the large surges in public sector communications in conjunction with the
9/11 tragedy seem unusual to many, the above data shows that they are not
unprecedented. In this case, a large ice storm struck the Northeast and the county in
question had large physical damage including large scale failures in wired
communications. It can be seen from the data that the daily calling levels for the period
12/31 to 1/4 were in the range of 500-1500 calls/day. Yet on 1/8 the rate was 40,000
calls/day and stayed in the 20,000-40,000 range for a total of four days. Thus under
exceptional circumstances that occur infrequently it is possible for public sector spectrum
use to surge to high peak levels and stay there for multiple days.

The Federal Government uses spectrum for both military uses and civil
government uses and controls and shares a significant fraction of the spectrum below 3
GHz.> Federal Government frequency assignments made by NTIA are sometimes
classified information and compilations of assignments are not available to entities
outside of the Federal Government. Neither FCC not NTIA routinely quantify actual
temporal spectrum usage by users under their jurisdiction. (NTIA has collected and
published data on minimum, average, and peak signal strengths in Federal Government
bands in major cities.")

During the Summer of 2002, FCC collected some data on spectrum occupancy in various
cities. The data were limited in duration and only used one site in each city studied and
hence preliminary in nature. The use of single site measurements may underestimate
actual spectrum use to some degree.” However, there are reasons to believe that this data
is typical, although somewhat of an underestimate, of spectrum use much of the time
although surges as discussed above certainly occur.

The follow three figures are excerpts from these FCC measurements and are
indicative of general trends. (We also point out that the data in this figure has a black
background and is not readily seen on printed copies. Thus they are best viewed in an
electronic version of this document.) Both of these were drawn from data collected in
Chicago, IL on July 18, 2002. In Figure 4 the spectrum from 225 MHz to 1000 MHz can
be seen, while in Figure 5 the spectrum in the 225-450 MHz range can be seen in more
detail. Since there are no major military bases in the Chicago area there is not significant
use at the observed time period of 225-400 MHz, a Federal Government band mainly

? Quantifying the exact amount of spectrum used by different types of users depends on the end points
used. Generally, adding spectrum between end points that differ by more than a factor of about 10 gives
misleading results due to “apples and oranges” types of problems. A recent internal FCC study of the
allocations between 322 MHz and 3100 MHz showed that 35% was shared between the Federal
Government and FCC-licensed users, 34% was exclusively controlled by FCC, 22% was exclusively used
by Federal Government users, 6% was unlicensed, and 3% was involved in transfer bands moving from
Federal Government use to FCC control. While these number vary a little with assumptions, the results are
typical of such analyses.

* For example see NTIA Report 97-336: Broadband Spectrum Survey at Los Angeles, California ,
http://www.its.bldrdoc.gov/pub/ntia-rpt/97-336/, and NTIA Report 97-334: Broadband Spectrum Survey at
San Diego, California, http://www.its.bldrdoc.gov/pub/surv_sdg/

> Single site fixed collection with omnidirectional antennas tends to underestimate use of frequencies by
satellite uplinks and downlinks, by distant mobile units that might be received with a higher antenna, and
some aeronautical use at long distances.
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used by the military®. This is not to say that there are not peaks in the need for this
spectrum at times.
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Figure 4: Spectrum observations in Chicago IL 225-1000 MHz
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In general military use of spectral could be expected to have a negative spatial
correlation with commercial use since generally military bases are not located in large

Figure 5: Spectrum observations in Chicago, IL 225-450 MHz

6 “The 225-400 MHz spectrum is devoted to military aircraft, tactical and training communications,
satellite links for ground, air, surface, and subsurface users, rocket test and telemetry, position location
networks and Presidential communications.” B.Z.Kobb, Wireless Spectrum Finder, McGraw-Hill, 2001, p.
91
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urban area with spectrum congestion. San Diego is a major exception to this trend as it
contains a major military base.

Measurements taken of the 225-400 MHz band in San Diego are shown in Figure
6. These are similar in nature to the Chicago measurements shown in Figure 5. We note
that military spectrum use in San Diego is closely related to fleet activity and number of
ships in port and nearby areas so that the data shown here is not expected to be
representative of all spectrum use there.
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Figure 6: Spectrum observations in San Diego, CA 225-450 MHz

As in the Chicago case, the utilization of the civil spectrum above 406 MHz is
greater than the military spectrum in 225-400 MHz for the observation period, 3 minutes
in this case.

Another way to look at spectrum is shown in Figure 8 which combines
observations from several cities. In this case the band observed was 225-232 MHz
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in the military band. This chart shows the fraction of time-frequency pairs that was idle
during a sliding 30 second window in San Diego, Atlanta, and Chicago. In all three cities
it can be seen that the frequency resource was used very little during these observation
periods.

The above illustrations of average load show that there is significant underutilized
average capacity in spectrum resources that are dedicated to public sector applications,
both for local government public safety and for military use. For these critical public
sector uses allocations and assignments have sized for peak loads. Using traditional radio
technology, this spectrum had to be set aside for these applications which have very high
social value and high peak utilization even though their average utilization is low. But as
demand for spectrum grows, spectrum managers might want to consider new approaches
-- enabled by new technology -- for dealing with spectrum which has a high peak-to-
average ratio. It may be possible to both have highly reliable spectrum available for the
critical peak public sector needs as well as making it available for other categories of
users when it presently is used lightly on average.

In the rest of this document we will consider a possible new approach to spectrum use
that might allow sharing of this spectrum resource as well as the high value infrequent
public sector use.

Interruptible Spectrum — Balancing Commercial and Public Sector Needs

The concept of demand being highly variable is not unique to spectrum use. In
the public utility area there are also highly peaked demands so as with electric loads
during heat waves and natural gas demands during cold spells. In both cases, the utility
industries in the past few decade have developed a concept of interruptible service in
order to match supply and demand. While interruptible utility services are not well
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known in the consumer area, they are widely used for commercial customers. Such
customers can purchase either regular electric service which is available all the time,
excluding uncontrolled outages, or interruptible electricity which can be stopped by the
supplier at times of high demand. In these situations, interruptible utilities are priced
much lower than the normal utility.

Who would use such utilities? Clearly they are not appropriate for consumers or
entities like hospitals that require full time service. They are generally used by
commercial operations which use both normal utilities and interruptible. Such a
commercial user arranges for enough higher priced normal utilities to meet minimum full
time needs and uses interruptible utilities for applications that can be suspended for
various time periods but that benefit from the low unit cost of the interruptible service. A
classic example of this is bauxite smelting which uses large amounts of electric power to
convert bauxite to metallic aluminum. The factories that do this use cheap interruptible
electricity for the energy-intensive electrolysis operation and stop it when interruptible
electricity isn’t available, using higher priced electricity for minimal factory needs.

Previous Public Comments Relating to Interruptible Spectrum

David Reed has observed that

“(b)y cooperatively sensing and manipulating their electromagnetic environment, a network of
software defined radio transceivers can adapt to their physical environment to match demand
much closer to the capacity achievable by joint action of a group of radios.”

Interruptible spectrum is an example of what Dr. Reed was discussing. In this approach
software radios are used by commercial and public sector spectrum users to match both
of their demands to available spectrum through a type of “joint action”.

The historical evolution of this alternative approach was noted in the Dandin
Group comments,

“Historically, the current regulatory approach to radio has been based upon the
technology that was in use at the time the the Communications Act of 1934 was framed,
basically what we would call today, dumb transmitters speaking to dumb receivers.
The technology of that time reserved bandwidths to be set aside for each licensed
service so that spectrum would be available when needed. Given this regulatory
approach, many new technologies cannot be accommodated since there is no available
unallocated spectrum to 'park' new services. However, given the new set of tools
available to the entrepreneur with the advent of digital technology, what once were
dumb transmitters and receivers can now be smart devices, which are capable of
exercising greater judgment in the effective use and sharing of spectrum. The more
flexible the tools that we incorporate in these devices, the greater the number of uses
that can be accommodated in a fixed amount of shared spectrum.”’

Prof. Jon Peha also commented that that software defined radios might be used to allow
sharing between public sector and commercial users,

7 Comments of the Dandin Group, Docket 02-135, p.5
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The Commission should definitely pursue novel sharing mechanisms that are well suited for
public service organizations. There are many public service applications that rarely need access to
spectrum, but when they do need spectrum, their need is urgent and important. These applications
could easily share spectrum with commercial applications that can tolerate occasional interruption.
There are many technically reasonable ways to provide this sharing, in which the public service
agency would be adequately protected, the commercial user would gain access to a useful
resource, and the spectrum would be used more efficiently. The non-technical problem is that
these agencies typically have no incentive to share under today’s policies. They typically gain
nothing from whatever fees the secondary commercial user might be willing to pay, and the public
service agency is likely to incur the cost of coordination as well. To address these issues, the
Commission will probably have to work closely with other government organizations.”

In this interruptible spectrum approach spectrum might be made available on an
interruptible basis under which a public sector user makes part of his spectrum available
for a commercial user, possibly for a rental fee as Prof. Peha mentioned, under the
condition that the public sector user can quickly interrupt or reclaim the spectrum for
emergency use with extremely high confidence for emergency use. This concept is
illustrated in Figure 9.
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8 Comments of Prof. Jon Peha, Docket 02-135, p.8
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Figure 9: An illustration of Interruptible Spectrum

The public sector user here has the right most block for full time use.” The size of
that block is sized to meet a public sector needs in that area most of the time, here shown
as 99% of the time. The middle block is spectrum that would normally be assigned to the
public sector user under today’s policies and would be used less than 1% of the time in
this example. In this case it would be used by a commercial user subject to interruption
by the public sector user at times of high peak demand. The top arrow shows that the
commercial user of the middle block pays the public sector user for the right to use the
middle block at times of low public sector spectrum demand.

When public sector demand surges in time of emergency, the public sector user
spills over into the middle block and the commercial user retreats towards the left block
which is his permanent home. Because the commercial user has a permanent home he is
less subject to severe disruption during spectrum interruptions than if he depended solely
on interruptible spectrum. (While there is probably not a public policy necessity to
require that interruptible spectrum users have access to block of permanent spectrum,
marketplace forces probably will lead to this result if interruptible spectrum is made
available.)

The time dynamics of interruptible use are shown in the simulation below. In this
case it was assumed that the public sector user had 30 spectrum channels available and
the commercial user also had 30. The amount of spectrum subject to interruption was
assumed to be 60 channels.

Full Time | Commercial Full Time
Commerciali Block Subject | Public
Block | To Interruption | Sector
. By Public Sector | Block

. User g
30 Channels 60 Channels i 30 Channels

’ Although in the example shown here all the blocks are composed of contiguous frequency channels, this
is not necessary. The channels shown here could be noncontiguous frequency channels or even virtual
channels in a CDMA or TDMA system.
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Figure 10: An Illustration Time Dynamics of Interruptible Spectrum Use

The dotted line in the chart shows commercial (non-public sector) traffic that has
access to both interruptible public sector spectrum and 30 channels of dedicated
commercial spectrum. The use of the interruptible public sector spectrum is preempted at
14:31 by a sudden surge in public sector traffic which is shown by the thinner solid line.
Prior to this time, the public sector traffic was limited to the right block of 30 full time
channels. During this period of interruption, the non-public sector user is limited to his
30 channels of commercial spectrum. At 15:31 the public sector use drops and the non-
public sector user returns to use of both types of spectrum.

Possible Commercial Uses of Interruptible Spectrum

The possibly highly variable nature of interruptible spectrum might at first lead to
the conclusion that it is of little or no value to commercial spectrum users. However,
users who decide to pair interruptible spectrum with full time availability spectrum will
end up with a resource that is much more manageable than a block of interruptible
spectrum and is likely to be significantly less expensive than a comparable block of
normal spectrum. Pairing such spectrum means one has established a firm, nonzero
lower bound on the minimum amount of spectrum that would be available. The ratio of
the interruptible block and the normal spectrum also establishes the variability in the
amount of spectrum that might be available at any moment.

The combination of interruptible and normal spectrum appears to be promising
for user services where some latency is tolerable such as 2-way paging, e.g. Blackberry™
service and similar data distribution services. It might also be useful for a lower cost,
lower grade version of cellular service where customers opt to pay a lower price if their
service is occasionally limited by dialtone delays and call duration limits. Experienced
marketing people will probably come up with more examples.
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Implementation Technology Issues

In order to implement the concept of interruptible spectrum, design choices have to be
made on what type of technology is an acceptable match with both the spectrum
requirements of public sector spectrum users and commercial users who might use the
interruptible spectrum when it is available. Fortunately, there are a variety of technical
options available, generally enabled by software radio technology which has been
entering the commercial radio market for over a decade in the form of microprocessor
control of transmitters and is expected to evolve into digital signal processing in
transmitters. These options all involve communications between the commercial user
and the public sector user with control of the spectrum. The need for this communication
to improve spectrum efficiency was pointed out in comments by David Reed who
commented,

(D)ynamically assigning capacity to fluctuating demand involves communication itself. This is
the major intrinsic factor, achieving an optimal assignment of energy use in the system requires
communication among the parts of the system, which itself uses more information. Clearly there
is a tradeoff between optimality and responsiveness to changing demand that involves deciding
how much communications capacity should be allocated to the overhead of capacity management.

Several possible approaches to interruptible spectrum control by public sector
users are shown in Table I and will be discussed in more detail below.

Option I: Transmit until told to stop by public sector user
Option II: Handshaking on order wire before each transmission
Option III: | Carrier sense multiple access (CSMA)

Option IV: | Turn off signal from public sector user with
acknowledgement

Option V: Beacon signal for positive control

Table 1: Technological Options for Interruptible Spectrum

Each of these options involved radio transmissions between the commercial user
and the public sector user concerning use of the channel. While it might appear that such
transmissions are subject to spoofing by antisocial elements, encryption technology and
the related electronic signature technology is available to protect against such spoofing. '
It is further assumed that FCC equipment authorization rules could require that what ever
approach is taken is implemented in microprocessor firmware that can not be changed
without modifying the radio hardware or in microprocessor software which is protected
from unauthorized changes by an electronic signature system controlled by the reliable
party such as the hardware manufacturer.

0

Option I: In this option, the commercial user in the interruptible spectrum is

' Background information on electronic signatures can be found at

http://www.abanet.org/scitech/ec/isc/dsg-tutorial.html
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allowed to transmit until he receives a radio transmission from the public sector owner of
the spectrum that directs him to stop use until further notice. This type of system is
simple to implement and the stop transmission system could be sent on either the
interruptible spectrum being used or on a separable “order wire” channel. However, this
type of system may not be reliable enough for public sector users with high priority
missions requiring high confidence of instant spectrum access.

Option II: In this approach, a separate radio channel or “order wire” is dedicated
for use by the commercial user and the public sector user. The commercial user must
request permission from the public sector user via the order wire for each transmission of
a specified time period and can only transmit in the public sector spectrum if such
permission is received. This approach gives the public sector user positive control of
commercial use through continuous “handshaking” before every commercial
transmission in the spectrum subject to interruption. This probably will satisfy the
requirements of the most sensitive public sector users at the expense of a large volume of
interactive messages between the two spectrum users. If direct contact is not possible at a
given instant due to propagation effects, the commercial use must stop all new
transmissions until communications are reestablished.

Option III: This option is often called in the literature “carrier sense multiple
access” or CSMA. It is sometimes referred to as “listen before transmit”. In this
approach the commercial user would monitor the interruptible spectrum and must avoid
transmission if he detects any transmissions on the channel. This technique is often used
on satellite systems where it is very reliable since the satellite downlink can be easily
monitored by all users. However, in terrestrial systems there can be the “hidden radio”
problem in which the channel is actually being used but the transmission can not be heard
due to unfavorable propagation between the transmitter in use and the user who is trying
to hear it. Thus this option has reliability issues with respect to the assuring the public
sector user that there will be a very lower probability of interference.

Option IV: In this option, the public sector user transmits a signal in either the
interruptible spectrum or on a separate order wire channel ordering the commercial user
to cease use of the interruptible spectrum and the commercial user must acknowledge the
receipt of this signal and cease transmissions. Thus one can tell from unacknowledged
signals which users didn’t get the signal and possibly attempt to reach the user via other
methods. However, this option still has many reliability issues like Options I and III and
may well not be acceptable to public sector users will very high reliability constraints.

Option V: This option involves the use of a radio beacon'' controlled by the
public sector user which signifies by its presence that the interruptible spectrum may be

""" While this approach is described as using a separate beacon controlled by public sector spectrum user, it

need not physically be a radio transmitter in all cases. For example, a cellular telephone-like systems
operator that had positive control of its mobile users transmitters might receive an electronically signed
data stream from the public sector user by wireline or microwave transmissions at its base stations and have
its base station shut down when the data stream ceases at the beginning of an interruption requested by the
public sector user. The key issue here is that the public sector user has positive control at all times of the
commercial users use of the interruptible spectrum.
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used by the commercial user. If the commercial user does not hear the beacon with its
coded electronic signature for at least x seconds, he must cease use of the interruptible
spectrum immediately — thus assuring the public sector user that he can regain use of the
spectrum within x seconds. Note that even if propagation problems prevent reception of
the beacon signal, the control of the channel fails in a fail-safe way with the commercial
user ceasing use within x seconds after the propagation outage begins.

Table 2 shows a summary of these options with information about their reliability
as seen from both the point of view of the public sector spectrum user who wants high
reliability of being able to regain use of the spectrum when need by implementing an
interruption and from the point of view of the commercial user who wants a low
probability of his use being terminated when there is not a valid interruption ordered by
the public safety user. In general, it can be seen that these two reliabilities are not always
correlated as both users have somewhat different objectives. Also shown is a measure of

the complexity involved in each option.

positive control

Reliability Reliability
for for
Option | Description Public Commercial | Complexity
Sector User
Interruption
I Transmit until Low High Low
told to stop by
public sector user
II Handshaking on | High Medium High
order wire before
each transmission
I Carrier sense Low High Low
multiple access
(CSMA)
v Turn off signal Medium Medium Medium
from public
sector user with
acknowledgement
\% Beacon signal for | High Medium Medium

Table 2: Options and Their Characteristics

For Table 2 it can be seen that there is not one clearly best option, but rather a set
of options with pros and cons depending on the requirements of the various users. Public
sector spectrum that is not immediately needed for emergency use and that could tolerate
a delay before interruption is assured might practically use a simpler system like Option
I. Spectrum that needed very highly reliable prompt access might be appropriate for
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Option II although the burdens of this approach would make it unattractive to many
commercial users. Option V appears to be a good compromise for many situations as it is
fail-safe in nature and assures access to the spectrum within x seconds. The reliability for
the commercial user increases as x increases leading to the possibility that the public
sector spectrum might be portioned according to its priority for instant access in case of
emergency with channels having various values for x as determined by the public sector
user.

The fail-safe nature of Option V derives from the coded signal whose reception is
necessary for the transmitter to continue operations. If the transmitter can not receive the
coded signal it must stop use. If the coded signal is spoofed by an authorized party, the
cryptographic-based signature detection algorithm in the transmitter will detect the fraud
and stop transmitter use. These features can give the public sector user very high
confidence of his ability to regain use of the spectrum rapidly when needed for
emergency use.

Conclusions

Today’s spectrum managers are faced with a dilemma of growing spectrum
demand coupled with low average utilization in large public sector blocks in urban area.
With traditional technology this dilemma was inevitable as public sector users need
blocks of dedicated spectrum sized for peak demand. New technology can open new
policy options for the spectrum manager here. We may no longer have to choose
between “guns and butter” but may be able to have the spectrum use associated with both
at the same time through improve policies and technologies.



